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Course Name תכנות מקבילי / Multiprocessor programming 

Code: 3503805-1 

Year and semester: 2019-2020 א 

Credits & Hours 3 3 hours  

Prerequisites 
 Computer Architecture course (מבנה מחשבים)  

 Operating System course (מערכות הפעלה) 

 

Lecturers Details 

Dr Yigal Hoffner yigal.hoffner@gmail.com Office hours: Before and after 
lecture 

Teaching Assistant    

 

Course Details 

Course Objectives The aim of the course is to give the students a basic understanding of the 
foundations and the practice of multi-processor programming. 

Course Description 

 

The course has three major parts. The introduction provides an overview of the 
techniques that have been introduced over the last 40 years to improve the 
performance of computer systems. The 'Brick-Wall' which these improvements 
have hit, fuels the shift from the classical single CPU to a new generation of 
multi-processor integrated circuits known as multicores. The resulting change 
in the architecture of computer systems pushes multi-threading to the fore. 
Developing, testing and debugging multi-threaded programs can be extremely 
difficult and requires a fundamental change in the way we program. Concurrent 
program correctness relates to safety, which is much harder to reason about 
because it must be ensured, despite the vast number of ways the actions of 
concurrent threads can be interleaved and may interfere with each other. 
Furthermore, concurrency introduces “liveness” requirements that have no 
counterparts in the sequential world.  

The introduction also explores the benefits and limitations of parallel 
computations with regards to their performance.  Two different approaches to 
the way in which the gains of parallelism can be quantified are explored through 
Amdahl's and Gustafson-Barsis' laws.  

The second part of the course focuses on the foundations that are necessary to 
understand what it means to have multiple concurrent threads manipulate a set 
of shared objects. Classical solutions of the mutual exclusion problem with locks 
are introduced and analysed. The limitations of read and write operations and 
the need for a variety of stronger read-modify-write operations are explained.   

The problems of reduced visibility of write operations and re-ordering of 
instructions, introduced by some of the techniques used to speed program 
execution, are explained. The use of memory barrier operations for 
synchronising threads and making them thread safe is discussed. The context 
for such a discussion is best served by the introduction of memory models in 
general and that of Java in particular (with references to C++ and C#). 
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The third and practical part of the course will revisit many of the issues first 
raised in the foundations part, but in a more realistic setting. When dealing with 
practical solutions and their performance, some of the abstractions and 
simplifications used in the second part of the course do not hold. Unlike the 
situation with sequential computations, in the current and foreseeable future, 
programmers should be aware of the hardware executing their parallel 
programs.  

The course goes through a number of basic data structures, such as linked lists, 
and shows how they can be made to work in a multi-threaded environment. The 
solutions range from 'lock it all', through various strategies  - going from coarse 
to fine granularity of locking, culminating in the exciting field of lock-free and 
wait-free solutions. 

Throughout the course, examples and exercises in Java will be given (although 
the students may choose any other language which supports multi-threading). 
A brief revision of the Java language will be given with strong emphasis on the 
topic of threading.  
 

Learning Methods 

 

The course will consist of: 

 Frontal lectures accompanied by slides.  

 8 Exercises including programming assignments with Java or any other 
appropriate programming language.  

The exact mixture of lectures and exercises will be set according to the group’s 
progress.  

Learning Outcomes At the end of the course students: 

1. Will understand the importance of proper synchronisation of multi-
threaded programs 

2. Will understand the techniques available in at least one modern 
programming language for implementing multi-threaded programs 
correctly   

Course 
Requirements 

At least 60 in the final exam 

Grading    The calculated course grade consists of the following (this may be subject to 
change):  

1. 8 Exercises: may contribute ~10% (at the lecturer's discretion) towards 
the final grade.  The lecturers reserve the right to mark only part of the 
homework.    

2. Mid-term Quiz: a quiz may take place during the semester, depending 
on the progress. It will contribute ~10-15% (at the lecturer's 
discretion) towards the final grade. Attendance is compulsory! 

3. Final Exam: will contribute ~80% (at the lecturer's discretion) towards 
the final grade. 

Class Attendance Attendance is mandatory according to the department's regulations. 
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Course Plan- List of Topics 

Week Topic Reading/Assignment 

A. Introduction  

1 
Introduction and background to methods of speeding up the 
performance of computers.   

 

2 
Introduction to hardware and architecture of multiprocessor 
systems. 

 

3 
Performance issues in multiprocessor systems: Amdahl's and 
Gustafsson-Barsis's laws. 

 

B. Principles  

4 Mutual exclusion.  

5 Concurrent objects and consistency.   

6 Memory models and thread safety.  

7 
The relative power of primitive synchronisation operations 
(introducing RMW operations). 

 

C. Practice (according to the course progress)  

8 Spin locks and contention.  

9 Monitors and blocking synchronisation.  

10 Linked Lists: Locking, Lock-Free, and beyond.  

 

 

Bibliography 

The course will be based on material from:  

 M. Herlihy and N. Shavit, The Art of Multiprocessor Programming, Morgan Kaufmann 2nd revised 
edition 2012. 

 B. Goetz et al., Java Concurrency in Practice, Addison-Wesley, 2006. 

Additional material:  

 A. Holub, Taming Java Threads, Apress, 2000.  

 T. Mattson, B. Sanders and B. Massingill, Patterns for parallel programming, Addison-Wesley 
Professional, 2004. 

 

 

 

 


